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Abstract— In this paper, we present a method for programming robust, reusable and hardware-abstracted robot skills.
The goal of this work is to supply mobile robot manipulators
with a library of skills that incorporate both sensing and action,
which permit robot novices to easily reprogram the robots to
perform new tasks, as well as provide a more clear mapping
between human and robot actions. Critical to the success of this
approach is the notion of hardware abstraction, that separates
the skill level from the primitive level on specific systems.
Leveraging a previously proposed architecture, we construct
two complex skills by instantiating the necessary skill primitives
on two very different mobile manipulators. The skills are
parameterized by task level variables, such as object labels and
environment locations, making re-tasking the skills by operators
feasible.

I. I NTRODUCTION
Manufacturing companies are currently experiencing a
paradigm shift from mass production to mass customization;
therefore, current production equipment and entire production lines need to be adjusted to follow this development,
including industrial robots and automation equipment. For
highly customized products, or product portfolios with large
variations, a lot of manual labor is usually present. Human
labor is the pinnacle of versatility when it comes to manufacturing, as a skilled worker can be shown new tasks and in
most cases immediately reproduce them. In other words, if
a human has a basic set of skills, then the repertoire of tasks
the he/she can perform is impressively large. It is for this
reason that we propose a similar structure for the mobile
industrial manipulators of the future, as it is necessary to
have methods for effortless reprogramming of robots at the
task level, rather than the robot level, as well as provide
an easier mapping between human and robot action. In task
level programming, a robot program is a sequence of robot
skills that specify a production-related goal.
To establish a fitting representation of robot skills for tasklevel programming has been the focus of research around
the world [1]–[7]. The various concepts of skills is quite
different, but most of them are composed of primitive,
formal descriptions of sets of robot motions, called action or
motion primitives. These primitives are simple, atomic robot
movements that can be combined to form more complex
behavior [8]–[11], which is often called a robot skill. As
such, no single, unified definition of a skill in terms of
robotics exists. In this paper, we present our model of a
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robot skill, that has been previously discussed in [12], and
show how these skills can be implemented and used, using
a few skills as examples.
In contrast to the skills themselves, the skill primitives
[5]–[7] are rather well defined in the robotics community;
although several different descriptions exist, most of them
loosely follow Mason’s work on compliant controllers [13],
which paved the ground for the Task Frame Formalism (TFF)
introduced by Bruyninckx and De Schutter [14], [15]. Recent
work has expanded upon this idea, for instance enabling the
use of any sensor and controller in the same task frame (e.g.
visual servoing combined with force control), and operating
in a dynamic task frame [16]–[18].
The concept of skills presented in this paper is comparable
to the manipulation primitive nets, described best in [17].
These nets are sequences of manipulation primitives, with
simple decisions based on the outcome of each single manipulation primitive in the net. In these nets, however, each
manipulation primitive needs its own explicitly specified
parameters, e.g. a specific force or velocity in a specific direction. This makes this particular implementation unsuitable
for robotics novices in a factory hall. Instead, we propose a
method for specifying parameters on a higher level, the skill
level, and instead letting the system infer the parameters for
the lower level primitives.
In this paper we will show our skill paradigm applied for
two of the most important robot skills for manipulation - the
pick up and place skills. These are very complex skills, in
that they require a high degree of both sensing and motion
to be sufficiently general. Being sufficiently general, they
can also be used in almost any task, be it machine tending,
part feeding, etc. In order to further show the capabilities
of our approach, we show that the skills can easily be
ported to a totally different robot, and can be sequenced to
program a robot task. As our experimental platforms we use
a commercially available PR2 robot and a custom industrial
mobile manipulator, the Little Helper.
In section II, we introduce the reader to the concept of
skills used in this work, along with a brief explanation of
the skill primitives. In section III, we will present the outline
of two skills, as well as the necessary skill primitives for
these. After this, we present the implementation of these
skills on two very different robots in section IV. We will
briefly present the roadmap for future work and conclude
this paper in sections V and VI.

II. DEFINITION OF TASKS AND SKILLS
In this section we will introduce our definitions of
the key terms of this paper. Similar to papers that model
human action using an abstraction hierarchy of action
primitives, actions
and activities
[6,15], or that model
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For example, both an object detector and a point-to-point
robot arm motion are skill primitives.
We will now go on to present the implementation of the
pick and place skills.
III. I MPLEMENTATION OVERVIEW
This section will present the challenges in implementing
the pick and place skills, which is the initial implementation of skills following the concepts mentioned above. As
such, we divide this section into two subsections. First, we
will briefly present the outline and contents of both skills,
following the model introduced in II. After this, we present
a general overview of both skills, along with aspects of the
implementation that is necessary for both. In this section we
will also introduce the implementation of the skill primitives
that are the same for both robots.

object is placed at the desired position. The steps involved
in the place skill are shown in Table II.
TABLE II: Place skill
Parameter
Preconditions

Execution

Postconditions

(x, y) location on previously detected surface
Surface known in world model
Place location within reach
Object in gripper
Place location empty
Calculate pre-place and place poses
SP: Planned, collision-free arm motion to
SP: Motion down to contact with surface
SP: Open gripper
SP: Motion away from object
Gripper empty
Object at correct location
Gripper is away from object

A. Skill descriptions

B. General implementation

The pick skill aims to fulfill the goal of picking up a
known object in the world model. The skill is designed to
assume that the object is within reach of the robot, without
the need of driving to the object location. Knowing that the
object is within reach, the robot will re-detect the object,
to get an accurate and up to date object pose. After this, it
will pick up the object, and lift it away from the table. This
ends the execution phase of the skill. It will then need to be
verified that the execution was successful, which is done by
a) checking if an object is in the gripper, and b) no object
is at the previous location. The steps involved are shown in
Table I, and the skill primitives used are marked with the
abbreviation SP.

Certain prerequisites in the form of skill primitives need
to be satisfied in order to implement the skills on the robots.
Besides simple motion commands, such as gripper motions,
the relatively advanced skill primitives necessary for this
implementation are:
• Collision-free arm navigation
• Object detection, recognition and grasp planning
• Cartesian motions with force feedback
Furthermore, it is necessary to have a suitable representation of the world state, which we have implemented as
well. The world model in this initial implementation contains
information about previously detected objects and surfaces,
in global coordinates. This implementation also enables
advanced querying (e.g. return objects currently located on
table 1) and updating poses of surfaces and objects ad hoc.
When starting up the robot, we perform an initial scan of the
scene, and save information regarding objects and surfaces,
or load a previously saved world state.
The current implementation relies heavily on available
ROS packages for the primitives. However, due to the
layered architecture, the primitive layer could in principle
be any other software structure, that facilitates a packagelike structure and a well-defined communication framework.
For the object and surface detection skill primitive, we
use the ROS package tabletop_object_detector,
which performs tabletop segmentation, object detection and
object recognition based on measured point clouds of the
environment, captured with a Kinect camera. This package
is furthermore utilizing a database of known objects, with
a set of simulated grasp poses for the PR2 parallel gripper
for each object. For the purpose of example, this package is
adequate, and can easily be exchanged with a more suitable
primitive when needed.
In order for the robot to safely manipulate objects in
semi-structured environments, such as production facilities,
a skill primitive that performs collision-free arm motions is
also required. In order to do this, we use the ROS stack
arm_navigation, that is fully integrated to work with
the PR2.

TABLE I: Pick skill
Parameter
Preconditions

Execution

Postconditions

Previously detected object
Object known in world model
Object within reach
Gripper empty
SP: Redetect and update pose of object
SP: Open gripper
Calculate pregrasp and grasp pose
SP: Planned, collision-free arm motion to
pregrasp pose
SP: Motion into grasp pose
SP: Close gripper
SP: Motion away from table
Object in gripper
Object not at previous location

Similarly to the pick skill, the place skill assumes the
position to place the object is within reach of the robot arm.
The goal of the place skill in this implementation is to put
down the object in the gripper at a specific location on a
known surface. A robust and general place skill, that can
handle advanced contact definitions, e.g. assembly tasks, is
out of scope of this particular work. The robot will have to
move the gripper to a position above the desired final position
of the object, after which it will move down, normal to the
table, until contact. After this, it will open the gripper and
move it away from the object, which concludes the execution
phase. Finally, it is verified that the gripper is empty, and the

It is not always feasible to plan every motion of a robot
arm, especially not during manipulation of parts for which
we do not have a model we can input in the collision map.
Therefore, a skill primitive that enables motions according
to the Task Frame Formalism has been implemented. This
primitive is a layer on top of a low level controller, that
controls the joints of the robot arm directly. Therefore, the
TFF primitive is not performing real-time control of the
joints of the robot arm directly, and is therefore strictly not
a TFF controller. However, this primitive does enable us
to specify the desired position, velocity or applied force in
any direction and in any known frame, until a certain stop
criterion is met, e.g. a traveled distance, a velocity, or an
external force in a particular direction.
We will give a more detailed description of the implementation in the next sections.
IV. I MPLEMENTATION ON TWO ROBOTS
We begin by presenting the implementation on the PR2
robot, which has essentially served as an initial prototyping
platform for the skill concept introduced in II. In this
description, we will present how each skill primitive was
implemented, and how it fits into the skill itself. Finally,
we describe the necessary steps in order to transfer this
implementation from the research platform, that the PR2
is, to an entirely different robot, the industrial mobile robot
Little Helper.
The skills have all been implemented as classes in Python,
that inherit from a base skill class. This base class contains
methods for adding pre- or postconditions, as well as evaluating all conditions. It also contains an empty method for
interfacing to the ROS topics and actions, that are used in
the specific skill implementation, and an empty method for
execution. When implementing a skill, the programmer must
overwrite these two functions with skill-specific ones, as well
as add pre- and postconditions to the skill. In this way, it
is ensured that all skills maintain the same vocabulary for
calling the functions within the skill.
A. Implementation on the PR2
The following two sections provide a detailed description
of the implementation of the skills, according to the outline
in Table I and II, respectively.
1) Pick skill: As a unique ID identifies each object in
the world model, this ID is used as the parameter for the
pick skill. The world model is queried for the information
regarding this particular object, e.g. the type of object, pose,
and surface it is resting upon. The preconditions object within
reach and object known in world model can be determined
based on this query. The precondition check for the gripper
being empty is tested on the internal joint state of the robot. If
any of the preconditions fail, the skill terminates and outputs
which precondition(s) failed.
In the execution phase, it is first necessary to redetect the
scene by calling the object detector primitive, to accurately
update the object pose in the robot coordinate system. This
is due to the fact that the world model for a mobile robot

will be populated with object poses in world coordinates,
and current navigation and localization are not sufficiently
precise for manipulation.
The grasp pose is selected based on a series of presimulated grasps, available for the specific object type in the
database of objects. The chosen grasp is a selected as a
tradeoff between the pose difference between the current
gripper pose and the available grasp poses, and the success
probability from grasp simulations. The pre-grasp pose is
similar to the grasp pose, with an offset in the gripper frame,
to ensure a collision-free approach to the object.
The end-effector is moved to the pre-grasp pose, by using
the arm navigation primitive. The planner used is the SBL
planner [20] from the Open Motion Planning Library [21].
In order to approach the object, the robot makes use
of the TFF skill primitive, and performs a TFF motion
into the grasp pose. This motion is specified as a velocity in the end-effector frame, towards the grasp pose,
and the stop criterion is either the approach distance
used to calculate the pre-grasp pose, or when sensing a
contact with the object. The TFF primitive outputs desired positions to a cartesian position controller with force
and velocity feedback, the JTTaskController in the
pr2_manipulation_controllers package. A separate PI control of velocity and force has been implemented,
where a desired pose is sent to the cartesian controller, based
on the velocity or force feedback directly from the controller,
respectively. After the motion reaches the stop criterion, the
gripper is closed to grasp the object. The pose of the object
in the world model is then updated to the current pose in the
gripper frame, and a flag is set to indicate that this object is
currently in the gripper. The collision model of the object is
also attached to the arm, to enable future planned motions
with the object in the gripper.
The TFF motion performing the lift is also a velocity
command, with the stop criterion being a pre-programmed
lifting height. This motion is carried out in a direction normal
to the surface, to ensure there is no collision with the surface.
If any of the previous steps fails, the skill terminates and
outputs at exactly which step it failed, and for what reason.
After the execution the postconditions are verified. Checking if the object is in the gripper is tested on the current gripper joint configuration, and comparing this to the known joint
configuration for the chosen grasp. The detection primitive is
called again, in order to ensure no objects are present at the
location the object was picked from. If both postconditions
are satisfied, the skill is concluded, and the robot returns to
a waiting state.
2) Place skill: Similar to the objects, detected surfaces
are identified in the world model with a unique ID. The
parameter to the place skill is therefore the ID of the surface,
and the (x, y) location to place the object on that surface.
In this implementation, the coordinate is explicitly specified
when calling the skill, but initial experiments with simple
gesture recognition for parameter input show that this is
a feasible approach [22]. The first precondition checks are
whether or not the surface is known in the world model, and

if the desired location is within the workspace of the robot,
similar as the checks in the pick skill. The world model is
also queried to obtain knowledge of the object in the gripper,
based on the flag set after picking up the object. Calling
the object detection primitive reveals whether or not there
already is an object at the specified location, in which case
that particular precondition fails.
The execution phase initially calculates the place pose
from the (x, y) location in the table frame, specified in the
parameter. This is the desired final pose of the object, and
since the object pose in the gripper is known from the world
model, the final pose of the gripper is easily deduced. The
pre-place pose is an offset of the place pose in the direction
normal to the surface.
We again use the arm navigation primitive to conduct a
planned motion to the pre-place pose. In this way we can
still avoid collision with both the arm and the object in the
gripper, since the object was added to the collision model of
the arm. Upon reaching the pre-place pose, the TFF primitive
is used to move the grasped object toward the surface, in the
direction of the surface normal. This motion is terminated
once a contact is sensed with the table, and the gripper is
opened. The collision model of the object is now detached
from the arm, as it is no longer needed.
In order to avoid colliding with the object when moving
away from it, this is also carried out as a TFF motion in the
gripper frame, similar to the approach motion in the pick
skill. The stop condition is a distance greater than the length
of the gripper fingers, to ensure the gripper is clear from the
object.
After the gripper is moved away, the pose of the object is
updated to be the desired place pose. This is then verified as
a post-condition by re-detecting the scene, and if the object
is within an acceptable placing tolerance, the pose of the
object is updated to be the actual, detected pose. The checks
if the gripper is empty (fully open) and away from the object
are measured based on the internal robot state.
B. Implementation on the Little Helper
The Little Helper (see Fig. 3) relies on a KUKA Light
Weight Robot (LWR) arm for manipulation, which is not
fully compatible with ROS. Furthermore, the system consists
of a Schunk WSG-50 parallel gripper for manipulation, and
a Neobotix MP-L655 mobile differential drive platform for
mobility. Both of these latter components are fully integrated
with ROS.
The primary tasks in porting the skills to the Little
Helper are to implement missing primitives, modifying the
interfaces with the primitives, and to make adjustments in
the various geometric calculations within the skill. This is
primarily calculating gripper poses, but also mapping the
joint configurations of a grasp with the PR2 gripper to that
of the gripper on the Little Helper. Considering nearly no
attention to hardware abstraction was taken when initially
developing the skills on the PR2, the skills were working
on the Little Helper within 1-2 days and with low effort. If

(a)

(b)

Fig. 3: The two robots used for experiments: (a) the PR2
robot and (b) the Little Helper robot at a production facility
the skills had initially been developed in a generic manner,
it would have taken even less time and work.
On the Little Helper, we are using a skill primitive that
sends cartesian or joint poses directly to the KUKA controller, which then handles inverse kinematics, path planning
and joint interpolation. This has the drawback that it is not
possible to perform collision-free arm navigation and TFFlike motions. It is, however, very important to again stress
the fact that the interfaces to the different primitives are the
same. So when the arm navigation and TFF skill primitives
are working on the Little Helper, they can directly be used
by the skills. This shows how easily skill primitives can be
exchanged, as long as their interfaces are the same.
In the initial experiments with the PR2, we have used the
robot in a stationary position. On the Little Helper, however,
we have implemented one more skill, which is the simple
drive to station skill. This skill uses the ROS navigation
system to navigate the mobile base in a known map to a
workstation that is previously saved in the world model. This
skill only has the precondition check of whether or not the
station is known in the model. The skill will then call the
navigation primitive, in order to bring the mobile robot from
the current position to the saved workstation, and check that
the robot is at the goal.
Using these three skills, we can easily create small scripts,
that is essentially task descriptions. In the following is shown
a simple function that calls the skills to get a box of rotor
caps, for rotors used in a domestic water pump, and transport
them to a rotor press, where the final rotor is assembled:
def g e t b o x o f r o t o r c a p s ( ) :
# D r i v e t o r o t o r cap p r e s s
d r i v e t o s t a t i o n ( ’ warehouse ’ )
# Get ID o f a box o f r o t o r s n e a r t h e r o b o t
box id = g e t o b j e c t i d ( ’ f u l l r o t o r b o x ’ , near = ’ warehouse ’ )
# P i c k up a box o f r o t o r s
pick up ( box id )
# P l a c e on r o b o t p l a t f o r m a t a s p e c i f i c p o s i t i o n
place ( ’ platform ’ ,0.30 ,0.55)
# Drive to the r o t o r assembly s t a t i o n
drive to station ( ’ rotor press station ’)
# P i c k up t h e box f r o m t h e p l a t f o r m
pick up ( box id )
# P l a c e t h e box on t h e t a b l e n e x t t o t h e p r e s s
place ( ’ r o t o r p r e s s t a b l e ’ ,1.40 ,0.25)
return

This is only the very basic way of using skills to program

tasks, and being able to specify robot tasks as simple as
the example above opens up the door to a lot of different
possibilities in Human-Robot Interaction, that can output
scripts like this. Recent experiments include both gesture
input for the parameters, and specifying the sequence of
skills in a GUI.
V. F UTURE WORK
It is our intention to further develop the library of skills,
with the 10 (less advanced) skills that are missing for the
logistic domain described in [12]. We will do this only on
the Little Helper. When we have a sufficient library of skills,
we will use them for improved human-robot interaction,
so an operator can select the sequence of skills, and their
parameters, in a GUI or through direct interaction with the
robot. It is imperative that this will be extensively tested in
a real production facility. Furthermore, we will experiment
with using simple planners to create sequences of skills, and
more advanced ones to deal with skill failures, both as preand postcondition failures, and during execution.
VI. C ONCLUSION
In this paper we have presented a model for programming
robust, hardware-abstracted robot skills, for use in tasklevel programming, following a structure similar to how
we humans use basic skills to form more complex tasks.
One can argue that the implementation has a number of
shortcomings, such as requiring a database of known objects
with corresponding grasps. However, we would like to argue
that the modular concept of the skills allows to very easily
change such components to accommodate the needs of the
different scenarios. Our skill model can easily accommodate
future extensions, both in skill primitives and world state
knowledge. In principle, this concept looks very promising,
because the skills are self-sustained, in that they know when
they fail and why, and are parametric in their execution.
But also because the skills are highly modular, since they
are composed of lower level skill primitives. Getting a
skill, explicitly designed for one robot, to work on another
robot proved to be effortless, given the right skill primitives.
However, having the right skill primitives readily available
can be the limiting factor in a skill implementation, if the
skill is to be implemented in the exact same manner on all
robots.
For demonstrations of the described implementations, see
the attached video.
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